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Most of my Data Science work is in Behavioural 

Biometrics as a practicing Research Data Scientist 



Data is the new oil …  

But a Data strategy for  

competitive advantage is  

needed which comprises of .. 

•Big Data 

•Machine Learning and Deep Learning(AI) 

•Deployment(docker, kubernetes) 

 



MERA DATA vs.. Meta Data ..  
Data itself does not provide competitive advantage .. 

Wealth has always been created from something that is 

scarce,  secret and complex 















Lying and cheating is actually a normal human behavior. It is universal. But 
robots are only just learning to do this all on their own. Researchers from the 
Georgia Institute of Technology developed a series of robots capable of 
cheating and deception towards others. 



Emotion was always the main factor separating humans from robots, but 
that line is becoming blurry by the day. Some AI have begun to feel emotion, 
growing embarrassed, angry, or excited in response to various questions or 
activities. 



In order to prevent any possible takeover by robots, scientists are developing 
methods of teaching AI right or wrong. The hope is that the robot will 
understand the mass extinction of humanity is on the wrong end of the scale. 



WHAT IS DEEP LEARNING  



What is the best way to train „Big Data‟ algorithms? 
Training machines is a „hard‟ problem as I will explain ..  



How to train a Big Data algorithm? 

Start with the Rules and apply them to Data OR  Start with the data 

and find the rules from the Data 

The Top-down approach involved writing enough rules for all possible 

circumstances.  But this approach is obviously limited by the number 

of rules and by its finite rules base. 

  

Bottom up approach:  where there are no rules :  

a) No models(schema), 

b) Linearity(sequence) and hierarchy is not known 

c) Non deterministic – output is not known  

d) Problem domain is not finite 

 

In contrast – transactional computing is straight forward 



 10 million images from YouTube videos – recognise pictures of Cats  
- without telling what a cat is 

 Apply them to real problems” such as image recognition, search, 
and natural-language understanding, 

  





 10 million images from YouTube videos – recognise pictures of Cats  
- without telling what a cat is 

 Apply them to real problems” such as image recognition, search, 
and natural-language understanding, 

  



Image and example source: Yoshua Bengio book – Deep Learning 

http://www.opengardensblog.futuretext.com/wp-content/uploads/2015/05/Deep-learning-Data-science-iot-3.jpg
http://www-labs.iro.umontreal.ca/~bengioy/dlbook/
http://www-labs.iro.umontreal.ca/~bengioy/dlbook/
http://www-labs.iro.umontreal.ca/~bengioy/dlbook/
http://www-labs.iro.umontreal.ca/~bengioy/dlbook/


Where are these techniques being used 

 Deep learning could help to more accurately predict a patient‟s outcome 
from images of his or her cancer. 

 Deep learning algorithms can help train computers to pick out potentially 
useful drug molecules from hundreds of millions of candidates.  



WHAT ABOUT AI FOR THE 
ENTERPRISE 





1.Natural Language Generation: Producing text from computer 
data. Currently used in customer service, report generation, and 
summarizing business intelligence insights.  
2.Speech Recognition: Transcribe and transform human speech 
into format useful for computer applications. Currently used in 
interactive voice response systems and mobile applications.  
3.Virtual Agents:  Getting a lot of media attention Ex Amazon, 
Apple etc 
4.Machine Learning Platforms: Providing algorithms, APIs, 
development and training toolkits, data, as well as computing power 
to design, train, and deploy models into applications, processes, and 
other machines.  
5.AI-optimized Hardware: Graphics processing units (GPU) and 
appliances specifically designed and architected to efficiently run AI-
oriented computational jobs. Ex Nvidia. 
6.Decision Management: Engines that insert rules and logic into 
AI systems and used for initial setup/training and ongoing 
maintenance and tuning. Sample vendors: Advanced Systems 
Concepts, Informatica, Maana, Pegasystems, UiPath. 

 



7.Deep Learning Platforms: A special type of machine learning 
consisting of artificial neural networks with multiple abstraction 
layers.  
8.Biometrics: Enable more natural interactions between humans 
and machines, including but not limited to image and touch 
recognition, speech, and body language.  
9.Robotic Process Automation: Using scripts and other methods 
to automate human action to support efficient business processes. 
Currently used where it‟s too expensive or inefficient for humans to 
execute a task or a process. Sample vendors: Advanced Systems 
Concepts, Automation Anywhere, Blue Prism, UiPath, WorkFusion. 
10.Text Analytics and NLP: Natural language processing (NLP) 
uses and supports text analytics by facilitating the understanding 
of sentence structure and meaning, sentiment, and intent through 
statistical and machine learning methods. Currently used in fraud 
detection and security, a wide range of automated assistants, and 
applications for mining unstructured data.  
 



AI applications in fintech 

 

Customer Service and Engagement: Conversational Interfaces, Virtual 

Advisors, Customer Service, Marketing, Smart Spending, Passion Fields, Client 

Segmentation, Sales 

Investment and Trading: Investment Strategies, Investment Sentiment 

Analysis, Investment Reporting, Quantitative Trading, Investment Research, 

Investment Risk Management, Knowledge Platform, A.I. Trading 

(Cyber) Risk and Security: Cyber Incident Investigation, Intrusion Prevention 

or Detection, Payment Fraud Detection, Authentication, Source Code Scanning, 

Data Loss Protection, Surveillance,  Forensics 

Regulatory and Compliance (RegTech): AML, Compliance Advisory, Rogue 

Trading Prevention, Automated Compliance Monitoring, KYC, Contract Due 

Diligence, Information Governance 

Operations: Recruiting, Spend Analysis, Autonomous Documentation, Credit 

Risk, Automated Reporting, Invoice Processing, Vendor Management, IT 

Support and Infrastructure Management 

Others: Employee Services, Expertise Network, Streamlined Mailing, Core 

Banking, Automated Scheduling 



TYPES OF AI PROBLEMS 
(BUSINESS MODELS) 



What problem does Deep Learning address? 
What is Deep Learning? 
 
The „Deep‟ refers to multiple layers. In contrast, many other 
machine learning algorithms like SVM are shallow because 
they do not have a Deep architecture through multiple 
layers. The Deep architecture allows subsequent 
computations to build upon previous ones. We currently 
have deep learning networks with 10+ and even 100+ 
layers. 



The presence of multiple layers allows the network to learn 
more abstract features. Thus, the higher layers of the 
network can learn more abstract features building on the 
inputs from the lower layers.  A Deep Learning network can 
be seen as a Feature extraction layer with a Classification 
layer on top. The power of deep learning is not in its 
classification skills, but rather in its feature extraction skills. 
Feature extraction is automatic (without human intervention) 
and multi-layered. 
  
The network is trained by exposing it to a large number of 
labelled examples. Errors are detected and the weights of the 
connections between the neurons adjusted to improve 
results. The optimization process is repeated to create a 
tuned network. Once deployed, unlabeled images can be 
assessed based on the tuned network. 





With this background, we now discuss the  types 
of AI problems. 
1) Domain expert: Problems which involve 
Reasoning based on a complex body of 
knowledge 
This includes tasks which are based on learning a 
body of knowledge like Legal, financial etc. and 
then formulating a process where the machine 
can simulate an expert in the field 



2) Domain extension: Problems which 
involve extending a complex body of 
Knowledge 
Here, the machine learns a complex body of 
knowledge like information about existing 
medication etc. and then can suggest new 
insights to the domain itself – for example new 
drugs to cure diseases. 



3) Complex Planner: Tasks which involve 
Planning 
Many logistics and scheduling tasks can be done 
by current (non AI) algorithms. But increasingly, 
as the optimization becomes complex AI could 
help. AI techniques help on this case because we 
have large and complex datasets where human 
beings cannot detect patterns but a machine can 
do so easily. 



4) Better communicator: Tasks which involve 
improving existing communication 
AI and Deep Learning benefit many 
communication modes such as automatic 
translation,  intelligent agents etc 
5) New Perception: Tasks which involve 
Perception 
AI and Deep Learning  enable newer forms of 
Perception which enables new services such as 
autonomous vehicles 



6) Enterprise AI: AI meets Re-engineering 
the corporation! 
While autonomous vehicles etc get a lot of media 
attention, AI will be deployed in almost all sectors 
of the economy. In each case, the same principles 
apply i.e. AI will be used to create new insights 
from automatic feature detection via Deep 
Learning – which in turn help to optimize, improve 
or change a business process (over and above 
what can be done with traditional machine 
learning). In a wider sense, you could view this 
as Re-engineering the Corporation meets AI/ 
Artificial Intelligence.  

https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978
https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978
https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978
https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978
https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978
https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978
https://www.amazon.co.uk/Reengineering-Corporation-Manifesto-Business-Revolution/dp/1857880978


7) Enterprise AI adding unstructured data 
and Cognitive capabilities to ERP and Data 
warehousing 
For reasons listed above, unstructured data offers 
a huge opportunity for Deep Learning and hence 
AI.  The vast majority of the data available to 
most organizations is unstructured – call logs, 
emails, transcripts, video and audio data which, 
while full of valuable insights, can’t easily be 
universally formatted into rows and columns to 
make quantitative analysis straightforward. In 
practice, this will mean enhancing the features of 
ERP and Data warehousing systems through 
Cognitive systems. 



8) Problems which impact domains due to second order 
consequences of AI 
“The second-order consequences of machine learning will 
exceed its immediate impact. Deep learning has improved 
computer vision, for example, to the point that autonomous 
vehicles (cars and trucks) are viable. But what will be their 
impact? Today, 90% of people and 80% of freight are 
transported via road in the UK. Autonomous vehicles alone will 
impact: safety (90% of accidents are caused by driver 
inattention) employment (2.2 million people work in the UK 
haulage and logistics industry, receiving an estimated £57B in 
annual salaries) insurance (Autonomous Research anticipates a 
63% fall in UK car insurance premiums over time) sector 
economics (consumers are likely to use on-demand 
transportation services in place of car ownership); vehicle 
throughput; urban planning; regulation and more. “ source David 
Kelner 



9) Evolution of Expert systems 
Expert systems have been around for a long 
time.  Much of the vision of Expert systems could 
be implemented in AI/Deep Learning algorithms 
in the near future. The IBM Watson strategy leads 
to an Expert system vision. Of course, the same 
ideas can be implemented independently of 
Watson today. 



10) Super Long sequence pattern recognition 
I got this title from a slide from Uber‟s head of 
Deep Learning. The application of AI techniques to 
sequential pattern recognition is still an early 
stage domain(and does not yet get the kind of 
attention as CNNs for example) – but in my view, 
this will be a rapidly expanding space. LSTMs fall 
in this category 



TRANSFER LEARNING  



https://cloud.google.com/blog/big-data/2016/08/how-a-japanese-cucumber-farmer-is-using-deep-learning-and-tensorflow 

• About one year ago, a former embedded systems 
designer from the Japanese automobile industry 
named Makoto Koike started helping out at his 
parents‟ cucumber farm, and was amazed by the 
amount of work it takes to sort cucumbers by size, 
shape, color and other attributes. 

• Straight and thick cucumbers with a vivid color and 
lots of prickles are considered premium grade and 
command much higher prices on the market. 

• But Makoto learned very quickly that sorting 
cucumbers is as hard and tricky as actually growing 
them. "Each cucumber has different color, shape, 
quality and freshness," Makoto says. 
 



Cucumbers from Makoto's farm and ones from 
retail stores 



"The sorting work is not an easy task to learn. You have 
to look at not only the size and thickness, but also the 
color, texture, small scratches, whether or not they are 
crooked and whether they have prickles. It takes 
months to learn the system and you can't just hire 
part-time workers during the busiest period. I myself 
only recently learned to sort cucumbers well,” Makoto 
said. 



Distorted or crooked cucumbers are ranked as low-
quality product 



Makoto Koike, center, with his parents at 
the family cucumber farm 



 
"When I saw the Google's AlphaGo, I realized something really 
serious is happening here,” said Makoto. “That was the trigger for 
me to start developing the cucumber sorter with deep learning 
technology." 
 
Using deep learning for image recognition allows a computer to 
learn from a training data set what the important "features" of 
the images are. By using a hierarchy of numerous artificial 
neurons, deep learning can automatically classify images with a 
high degree of accuracy.  



Cucumber sorting system design 
 
Here's a systems diagram of the cucumber sorter that Makoto 
built. The system uses Raspberry Pi 3 as the main controller to 
take images of the cucumbers with a camera, and in a first phase, 
runs a small-scale neural network on TensorFlow to detect 
whether or not the image is of a cucumber. It then forwards the 
image to a larger TensorFlow neural network running on a Linux 
server to perform a more detailed classification. 

Systems diagram of the cucumber sorter 



Makoto used the sample TensorFlow code Deep MNIST for Experts 
with minor modifications to the convolution, pooling and last 
layers, changing the network design to adapt to the pixel format 
of cucumber images and the number of cucumber classes. 
 
Here's Makoto‟s cucumber sorter, which went live in July: 



Here's a close-up of the sorting arm, and the camera interface: 



Pushing the limits of deep learning 
 
One of the current challenges with deep learning is that 
you need to have a large number of training datasets. 
To train the model, Makoto spent about three months 
taking 7,000 pictures of cucumbers sorted by his 
mother, but it‟s probably not enough. 
 
"When I did a validation with the test images, the 
recognition accuracy exceeded 95%. But if you apply 
the system with real use cases, the accuracy drops 
down to about 70%. I suspect the neural network 
model has the issue of "overfitting" (the phenomenon in 
neural network where the model is trained to fit only to 
the small training dataset) because of the insufficient 
number of training images." 



The second challenge of deep learning is that it consumes 
a lot of computing power. The current sorter uses a typical 
Windows desktop PC to train the neural network model. 
Although it converts the cucumber image into 80 x 80 
pixel low-resolution images, it still takes two to three days 
to complete training the model with 7,000 images. 
 
"Even with this low-res image, the system can only 
classify a cucumber based on its shape, length and level 
of distortion. It can't recognize color, texture, scratches 
and prickles,” Makoto explained. Increasing image 
resolution by zooming into the cucumber would result in 
much higher accuracy, but would also increase the 
training time significantly. 



Learning from simulations 
 



Learning from trial and error 
 



Learning from a corpus(a body of knowledge)  



TO CONCLUDE ..  



DEEP LEARNING LIBRARIES  



MERA DATA vs.. Meta Data ..  
Data itself does not provide competitive advantage .. 

Wealth has always been created from something that is 

scarce,  secret and complex 



AI will create new models based on the  

 12 types of problems AI solves 

Will impact anything that can be learnt by a machine  

 Using a dataset/ corpus of data 

 By „blundering‟ – experimentation  

 By Simulation 

          By transfer learning (cucumber) 

  

 





Why don‟t we start a new online bookstore? AI is a winner 

takes all game!   
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